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Abstract
New research demonstrates that reputation can impact international politics, but less
is known about how reputations change, and whether positive reputations weather the
storm when crises occur. Using a logic of discordant learning, we investigate reputations
dynamics to see if good reputations can help states “weather the storm” of a crisis.
Such buffers may have their limits, however, and major crises trigger large corrections
in a state’s reputation.
To analyze these expectations we turn to reputation’s role in alliance reliability.
Using dual survey experiments, we find support for our arguments in the alliance context. First, using a conjoint experiment, we find evidence that individuals do consider
past behavior when assessing the quality of an alliance partner. Turning to a scenariobased survey experiment, we find evidence that states with good reputations are able
to maintain their reputations when information incongruence is moderate, but strongly
incongruent signals affect good reputations more than others. The analysis helps us
understand when to expect changes in perceptions of reputation, which in turn may
inform when reputation loss can influence alliance formation and conflict behavior.
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As scholars rebuild our focus on the impacts of reputation in world politics, new opportunities for examining the link between reputation, cooperation, and conflict are emerging.
One such opportunity is to study the ways reputations change, and in particular how information that is incongruent with an actor’s reputation can trigger changes in perceived
reputation. Here we examine one type of change in a state’s reputation, the sudden “hit”
to a positive reputation. Why do states with good reputations sometimes seem to survive
these hits (i.e., “weather the storm”), while other times they may suffer what appears to be
a precipitous collapse (i.e., “the bigger they are, the harder they fall”)? Moreover, we often
observe the first dynamic only to be followed by the second. Here we provide an argument
for when to expect each type of dynamic, and examine this argument empirically using an
experimental research design.
We find that individuals decrease their preference for an ally when they observe that
ally fail to comply with its obligations to others. However, states with good reputations
are more likely than other states to “weather the storm” in the face of minor incongruent
information. Good reputations can minimize the damage done, but they do not insulate
states completely. We also find evidence that good reputations can change dramatically
when individuals observe states that completely abrogate their duties. Thus, the “harder
they fall” component of our expectations is confirmed.
Such a dynamic is present in the historical account of France removing itself from
NATO’s central command in the late 1960s. President de Gaulle’s demand to remove US
and NATO troops from French soil to regain French sovereignty was seen as abrupt. Prior
to this large shock, there had been several other crises in the alliance that signaled French
malcontent including the French withdrawing from the Mediterranean fleet and refusing to
store nuclear weapons from other countries on French soil. At the time, the withdrawal of
France from NATO’s central command and the symbolic move of NATO’s headquarters from
Paris to Brussels of threw the credibility of NATO’s deterrent capacity in ground warfare
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into question. Further, these actions raised concerns regarding the response of the 14 other
NATO alliance members towards France’s withdrawal.
The crisis in NATO resulted in dramatic shifts in public perception of France’s reliability
as an ally with polling in the US showing a 21 point decrease in the perception of France being
a dependable ally from March 1963 to July 1966 (Erskine 1969). Polling in 1969 found that
the majority of Americans polled agreed that France’s actions weakened the alliance (Erskine
1969). In April 1966, polling in Europe found that a majority of survey respondents in Oslo,
Frankfurt, Copenhagen, and Amsterdam thought France’s actions weakened NATO. Further,
polls in Europe found that the public supported exclusion of France from the political alliance
of NATO as well (Erskine 1969). The shift in European opinion likely dampened de Gaulle’s
want for alternative bilateral alliances with other European states. Despite popular sentiment
and against the wishes of his own foreign policy advisors, President Johnson pursued a policy
of allowing France to maintain political affiliation with NATO and did not actively work to
castigate France for this policy. France would pursue a policy of “one foot in and one foot
out” of NATO moving forward. In the immediate aftermath of withdrawing from NATO
central command, alliance members were concerned that France would abandon the alliance
all together.
For a modern example, consider the decision by the United States on October 6, 2019, to
support a Turkish military operation in northern Syria that would decimate Syrian militias
allied with the United States. The move was widely perceived as the United States abandoning an ally. Facing bipartisan criticism domestically as well as concerns from other allies,
President Trump stated that it would be “easy” for the United States to form new alliances
following this sudden change in policy towards the Kurds (DeYoung, Ryan & Lamothe 2019).
The reaction from nearly everyone across the globe, however, suggested otherwise. News
analyses from sources in China, the Middle East, and America all pointed to an unraveling
of American credibility (Liu 2019, Roberts 2019, Kirkpatrick, Hubbard & Halbfinger 2019).
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Even the normally supportive Fox News reported the negative shock to America’s reputation
as an ally in the Middle East (Norman 2019). The consequences of abandoning the Syrian
Kurds has been felt in souring relations with Iraqi Kurds and US forces. Former Defense Secretary Mattis as well as other national security officials have argued that the consequences of
abandoning the Kurds extend beyond Syria and Iraq, making it more difficult to gain future
support of local fighters in counter-terrorism operations in Yemen, Somalia, and Afghanistan.
This reaction stands out both for the widespread consensus that the United States
may no longer be the credible ally that served as the foundation of the post World War
II order, and in its sharp contrast to earlier signals of alliance malpractice. Just over one
year prior, President Trump sent similar signals during a NATO summit meeting, focusing
particularly on Germany. While its European allies revealed shock and concern with Trump’s
stark assessment and comments, the emerging consensus was represented by the view of the
German Ambassador to the U.S., that “no doubt was cast on the credibility of Article 5”
(Cohen, Kosinski & Starr 2018).
Stepping back to evaluate these historical moments in the context of reputation dynamics, what can help us understand why the abandonment of the Kurds led to a watershed reevaluation of American alliance credibility while the public thrashing of NATO allies
seemed to remain confined to Europe and form over substance? More broadly, how do negative shocks such as these translate into changes in reputation? This last question represents
the focus of our research.
We add to the knowledge of reputation dynamics by examining the impact of negative
shocks to positive reputations at the state level. To do so, we focus on the importance of
incongruent information within a learning context that includes prior beliefs as well as the
extent of incongruence coming from the new information. By varying both dimensions, we
are able to query whether positive reputations can insulate states with good reputations
from small shocks but not large ones.
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Isolating the effects of change in reputations is not straightforward, however. Nor is
the relationship between shifts in reputation and subsequent changes in policy or behavior, and care must be taken to evaluate those impacts subsequently. Both are important
(and related) questions, and in this research we focus on the first. Our goal is to create
a framework to enable scholars to observe when reputations change. We then apply this
framework to identify and analyze reputation change in one specific dimension of foreign
policy behavior: alliances. Research shows that state reputations can affect interstate alliance formation, and states use reputations for reliability to help inform their strategies
when forming alliances. We isolate the effects of negative shocks to a state’s positive reputation for alliance reliabilityto observe these changes and their effects on reputations for
reliability. We do so by holding constant elements that would confound the use of observational data and manipulating only the reputation of the state and the behavioral shock. We
contribute to the ongoing discussion regarding reputations using a two-stage experimental
process. First, we assess whether or not individuals weigh reputation when developing preferences in the context of alliance partners by using a conjoint survey procedure. We find
that individuals do consider a good reputation for reliability to be an important characteristic for a potential ally. Second, we develop a scenario-based survey to analyze the ways in
which individuals update their beliefs when exposed to incongruent information about the
behavior of states with varying reputations. We find evidence to support our hypotheses that
states with good reputations for reliability are able to weather the storm when information
incongruence is moderate but strongly incongruent information impacts good reputations
more negatively than others. This approach complements other experimental and large-n
cross-national studies of reputations and reliability by considering the underlying conditions
of reputational change (Berkemeier & Fuhrmann 2018, Crescenzi, Kathman, Kleinberg &
Wood 2012, Crescenzi 2018, Hafner-Burton, LeVeck & Victor 2017, Kertzer, Renshon &
Yarhi-Milo 2019, Kirisci & Greig 2019, LeVeck & Narang 2017, Narang & LeVeck 2019).
This dual-stage research infrastructure is designed to be easily adaptable to evaluate
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reputation dynamics among states, firms, and individuals. Reputations for reliability are
integral to a larger class of international coordination behaviors such as the repayment of
sovereign debt, honoring treaties, or upholding trade agreements. For example, the scenario
is a common one for firms with strong reputations. Consider Boeing’s recent reputation
collapse. In October, 2018, a Boeing 737 Max 8 aircraft flown by Lion Air crashed in the
Java Sea with no survivors. An investigation revealed possible flight control problems that
triggered warnings and training advisories from the Federal Aviation Administration of the
United States and from Boeing, but soon thereafter the news cycle seemed to move on.
Boeing’s reputation as an aviation leader and a manufacturer of safe aircraft appeared to
remain intact. Tragically, a second crash in March, 2019, again with a Boeing 737 Max
8 aircraft, resulted in 150 more fatalities. Suddenly the questions surrounding Boeing’s
quality, practices, training regimens, and fundamental corporate integrity were everywhere.
The new planes were grounded across the globe. China considered excluding Boeing from
trade negotiations with the United States. Investigations into the company have launched,
and Boeing’s stock tumbled immediately. Boeing’s reputation suddenly feels like a house of
cards for the firm, and its collapse has been notable. All of these responses seem appropriate,
given the horrible toll of the accidents, but what explains the difference in the reaction to
the first crash versus the second, and what explains the steep drop in Boeing’s reputation?
The research design presented herein can be applied to these firm-level substantive arenas
as well.
In the next section we review how scholars have studied the way reputations change, and
then set forth our own argument on the importance of incongruence between new information
and reputation, as well as the extent to which strong reputations require larger deviations
from the status quo to trigger changes in perception and policy behavior.
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Changing Reputation
Reputation —a term used to describe information adhering to a state or its leader
about behavioral or intentional characteristics relating to its propensity for cooperation
or conflict (Crescenzi & Donahue 2017)—has reemerged in modern international relations
scholarship. A concern for sustaining a good reputation undergirds many theories of conflict
and cooperation within international relations. Historically, research on reputation as an
explanation for state behavior focused on a good reputation for the willingness to punish
as a means for conveying information about resolve (Schelling 1960, Schelling 1966, Huth &
Russett 1988, Huth, Bennett & Gelpi 1992, Huth, Gelpi & Bennett 1993, ?). In an effort to
retain a reputation for resolve, a state should be willing to sacrifice both blood and treasure
when its resolve is contested. Others have been more skeptical of the role and importance of
reputation (Morrow 1994, Mercer 2010, Press 2005). Prior work on reputations for resolve
and deterrence have produced mixed findings, more recent scholarship at the state and
leader level have been more successful in finding a reputational effect (Weisiger & YarhiMilo 2015, Kertzer 2016, Lupton 2020). States can develop reputations for many different
expected behaviors or traits other than resolve and deterrence (Downs & Jones 2002). States
may develop negative reputations for aggression and incompetence (Crescenzi 2007, Crescenzi
2018), trustworthiness (Kydd 2007), honesty (Sartori 2013), and compliance (Tomz 2007).
While there are differences between firms acting in a market and states acting in an
international system, there are some clear parallels between the two which makes the literature on firm reputation salient for this study. Much of the research of reputational
change relies on game theoretic treatments of changing reputations of firms (Mailath &
Samuelson 2001) and change in reputations when public monitoring is imperfect (Cripps,
Mailath & Samuelson 2004). An early treatment of reputational change in international relations developed by Tomz (2007) examined the changing reputations of states for repayment
of sovereign debt when facing favorable or adverse conditions for repayment. Tomz finds
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that states are able to change middling or bad reputations for repayment when they exceed
the expectations of their type and change a good reputation to a bad one when they fail to
repay their debts.
More recently, Gent et al., (2015) develop a formal treatment of reputation dynamics
in order to ascertain the incentives non-governmental organizations (“NGOs”) have to put
effort into maintaining their reputations for being a good investment for donors. The potential for change in reputation is driven by the possibility of a shakeup in the competence of
the NGO from one budget allocation to the next. Donors seek to avoid making investments
in organizations that will waste their funds, and thus NGOs face intense pressures to continuously focus on the production of attributable outcomes that can be accounted for in annual
reports. This pressure can be so strong that the NGO is unable to engage in tasks that may
be risky, or unattributable to the organization, even if those tasks are core to the mission of
the institution. As such, Gent et al. find that NGOs can become trapped in their attempts
to avoid changing their good reputations. They also find that NGOs will go to great lengths
to avoid the appearance of a change in reputation.
These theories of reputation change lay an important foundation for the analysis of
reputation dynamics. Implicit in both Tomz’s and Gent et al.’s works is the assumption
that information must be incongruent with the quality of the reputation in order to effect
change. This incongruence is easiest to note when it is qualitatively opposite in character.
That is, when an actor with a strong or good reputation produces information that is weak
or bad. Of course, it is also possible that a strong reputation can become even stronger and
a weak reputation can become even weaker. Here we will consider incongruence to mean the
former, focusing particularly on information that runs counter to a good reputation.
Most studies of reputation do not specifically address the quality of how a reputation
for reliability may change at the state-level. We also tend to overlook the situational context
within which reputations inform other actors. In the study of firms, good reputations can
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act as a reservoir mitigating the impact of a minor crisis on a firm’s reputation. Accordingly,
a firm with a good reputation will not suffer a loss of reputation during a minor crisis while a
firm with a middling reputation will suffer a loss of reputation during the same minor crisis
(Jones, Jones & Little 2000). While we do not expect these divergent results to hold in the
face of a major crisis, this research suggests that moderately incongruent information may
not result in individuals updating a firm or state’s reputation downward.

Incongruent Information as a Source of Change in Reputation
Reputation in its most basic form is information regarding the propensity for a state
to pursue a given behavior based on its past behavior in similar situations. This reputation
informs the observer’s prior beliefs regarding the state. For example, as we will see in our
analysis below, a reputation for reliability informs the likelihood that a state or leader follows
through with an alliance commitment. Research from political psychology and American
politics provides a useful map of the ways in which individuals process incongruent information such as a shock to a reputation. In an ideal scenario, an individual updates her
prior belief upward when exposed to positive information and downward when exposed to
negative information (Taber & Lodge 2006). Several studies show that individuals display
a predisposition to dismiss or down-weight information that is incongruent with prior beliefs while being more receptive to congruent information that confirms their prior beliefs
(Kunda 1990, Nyhan & Reifler 2010). Hill (2017) indicates that even individuals with strong
prior beliefs will eventually update. The degree of incongruence relative to prior beliefs also
matters for the ways in which individuals will update their beliefs, with increasing amounts
of incongruence resulting in a greater cognitive taxation on the individual (Erisen, Redlawsk
& Erisen 2018).
Two notable studies in international relations delve into testing the cognitive processes
of individuals receiving costly signals from both friends and foes. Albuyeah & Paradis (2018)
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find that underlying views of the world impact the ways in which costly signals are perceived
and that aggressive signals from allies are stronger than benign signals from foes. Kertzer et
al. (2019) find that the interpretation of costly signals can result in polarization of opinion
due to varying requirements for reassurance. We add to this growing literature by considering
a specific type of prior to delve into the consequences of incongruent information.
Based on the above, we expect individuals to update their perception of a state’s alliance
reputation after observing alliance behavior from the state toward its alliance partners.
Having noted this behavior, the observer will ideally use this information to develop new
beliefs regarding the propensity for the state to reliably uphold its alliance commitments.
The observer then updates the prior using the new data to develop a posterior belief regarding
the state’s behavior (an updated reputation). Whether or not there is a change in the quality
(good or bad) of a reputation, therefore, depends on the new observations.
This updating depends, we contend, on the degree of incongruence of the new information as well as the strength of the prior. To focus on hits to reputations, we divide
the potential priors into a good or middling reputation, and the degree of incongruence
into either extremely incongruent or moderately incongruent. When faced with extremely
incongruent information the observer updates her posterior downward and potentially overcorrects. Thus, when faced with highly incongruent information, regardless of the quality of
reputation (either good or middling) we expect observers to update their beliefs.
In contrast, moderately incongruent information might not always trigger updating. For
a state that possesses a middling reputation (a weak or uninformative prior), moderately
incongruent information results in the observer updating her posterior downwards. On the
other hand, as per research on corporate reputation management, a good reputation (a strong
prior) may act as a good will reservoir. Thus, the observer, confronted with moderately
incongruent information will not update her posterior belief, and the state sustains its good
reputation.
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Table 1: The Interaction of Reputation Quality and Intensity of Incongruence

Good Reputation
Middling Reputation

Partially Incongruent Signal

Highly Incongruent Signal

Good Will Reservoir

The bigger they are,
the harder they fall

Reputation Loss

Reputation Loss
(less than above)

A further complexity to the benefits of a good reputation, specifically one for reliability,
is that highly incongruent information (behavior that significantly deviates from the prior)
may result in a good reputation for reliability being a liability. While a middling firm will
experience a reputational loss, a firm with a good reputation will experience an even greater
loss. Rhee & Haunschild (2006), for example, find that firms in the automobile industry with
good reputations for reliability suffered greater reputational loss than middling firms. There
may be a punishment mechanism for firms with good reputations when participating in
highly incongruent behavior. This suggests that highly incongruent information may result
in an over-correction of the state’s reputation.
To summarize, we expect the following two-dimensional interaction between reputations
as prior beliefs and the degree to which incongruent information deviates from the prior.
Table 1 highlights this interaction between reputation and signal strength.
This discussion also generates the following empirical hypotheses:
Hypothesis 1a: Good reputations act as goodwill reservoirs that will sustain a positive
reputation in the event of partially incongruent signals.
Hypothesis 1b: Middling reputations will suffer a loss in reputation in the event of partially
incongruent signals.
Hypothesis 2a: All actors will suffer a loss of reputation in the event of highly incongruent
signals.
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Hypothesis 2b: In the event of highly incongruent signals, those with good reputations will
suffer a greater decrease in reputation than those with middling reputations.
With these hypotheses in place, we turn to a brief introduction of the frame of alliance
politics that we will use to evaluate our expectations. We then outline our experimental
designs and our analysis of the dynamics of alliance reputations.

Changes in Reputations for Alliance Reliability
Alliances —agreements with varying degrees of formality that occur between two or more
actors to achieve mutual benefit—are a key area of cooperation in the realm of international
security. Previous research has found that actual compliance rates for alliances are between
50 - 75% and that the rate at which alliances are upheld has declined in the post-WWII era
(Berkemeier & Fuhrmann 2018, Leeds, Long & Mitchell 2000). Of course, allies must possess
capabilities to bring to the security table to be useful allies. In addition, the reputation of
allies with respect to a state’s willingness and history of fulfilling its obligations shapes
expectations with respect to the likelihood that those capabilities will be available in times
of crisis. All else equal, states prefer allies that will keep their promises to defend, help
attack, or to stay out of conflicts. In short, a reputation for being a good ally matters.
Assessing the dynamics of how reputations change poses an issue for the use of observational data. The extent of incongruent information – a catalyst for reputational change– is
hard to observe absent a controlled experimental environment. Previous cross-national studies of reputation in international relations have relied on observing an outcome anticipated to
be more likely given that a state has experienced a change in reputation (increased propensity for conflict, decreased propensity to enter into alliances, increased institutionalisation
of alliance commitments) rather than the actual change. States that care about cultivating
good reputations should be unlikely to actually engage in behavior that would result in a
loss of reputation. The subject of reputation as it applies to international alliances provides
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an even more difficult case for observational data. Selection bias influences which alliance
partners are selected to enter into an alliance and which alliances are tested by opponents
(Leeds 2003a, Leeds 2003b). Alliances with partners that have good reputations for reliability are less likely to be tested compared to those alliances with unreliable partners. All of
these selection issues motivate our experimental procedure in this paper.
Here we use an experimental approach to attempt to vary only the reputation of the
state and the ways in which the alliance is either upheld or violated. Using experiments
provides useful leverage on this question of how reputations change but also provides useful
insight into the ways in which observers assess changing reputation and the ways in which
these individuals update their beliefs. The procedure used here is an attempt to more directly
test the dynamics of reputational loss, and to consider public opinion providing insight into
the microfoundations of audience costs on alliance behavior.
As we discuss further in the experimental design, we deploy our survey on ordinary
citizens. As noted in other work, citizens preferences are often in line with the preferences of
policy makers. In their influential work on resolve, Kertzer, Renshon, & Yarhi-Milo (2015)
find that ordinary citizens possess an intuitive version of deterrence theory which results
in preference outcomes very similar to policymakers. This intuitive deterrence logic likely
informs preferences for reliable alliance partners. Further, our expectations suggest that
reputations for reliability follow a basic logic not dissimilar to issues that individuals face in
their day - to - day lives.

Experimental Design
Before we assess the dynamics of reputations for reliability, we first analyze whether our
respondents use such dispositional characteristics when assessing the quality of an alliance
partner. We then investigate how good reputations for reliability actually change. To do
so, we deployed a pair of survey experiments to leverage control over the ability to observe
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reputational dynamics. Change in reputation is difficult to observe in a non-experimental
setting, and an experimental setting allows us to manipulate the situational behavior of
the state to reveal different types of information. To allow flexibility in evaluating dispositional characteristics separately from a more focused, scenario-based experimental setting,
we proceed with two complementary experimental designs.
Both survey experiments were conducted on Mechanical Turk. As mentioned in several
studies, Mechanical Turk has become an increasingly popular method of obtaining participants (Kertzer, Renshon & Yarhi-Milo 2019). As noted by Berinsky et al. (2012), Mechanical
Turk samples are representative of the general population more so than other convenience
samples.Further, several prominent studies have used samples drawn from Mechanical Turk
(Huff & Kertzer 2018).

Design 1: Dispositional Characteristics of Alliance Partners
When assessing the quality of a potential alliance partner, what factors do observers
weigh more heavily when assessing an alliance partner? To address this question, we designed
a choice-based conjoint survey to evaluate how different potential dispositional characteristics
of alliance partners influences public support for the hypothetical partnership. The literature
regarding political opinion on military intervention is a useful starting point for developing
qualities that individuals in the United States may deem to be important for an alliance
partner other than reputation.
Citizens will likely develop preferences for alliance partners that they would feel comfortable expending resources for. Previous research on intervention has shown that the U.S.
public should be more willing to ally with democracies rather than authoritarian regimes
or anocracies as individuals in democracies have been found more willing to intervene on
behalf of other democratic states(Herrmann, Tetlock & Visser 1999). Domestic constituents
are sensitive to the costs of war, if cost is decreased by having powerful allies than all else
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equal the public should prefer stronger allies both economically and militarily (Nincic &
Nincic 1995). The public is more willing to support intervention when US interests are directly impacted. One way this concern about US interests could be captured is by including
information about the general region of where the alliance partner is (Larson 1996). Individuals may be concerned about the different perceived costs imposed by the type of alliance
such as the terms of the alliance requiring intervention or just remaining neutral. These
differences in cost may result in divergent preferences. Finally, the human rights record of
the state might matter for whether or not the alliance partner is selected as this could have
a negative reputational impact on the United States.1 Further, there is evidence to suggest
that individuals within the United States and United Kingdom are more willing to go to war
with a country that does not have a good human rights record than with one that does due
to increased perception of threat (Tomz & Weeks 2020). These characteristics were all used
as attributes in our conjoint survey design.
Our survey was conducted on Mechanical Turk in March 2019. The sample size was 296
U.S. adults.2 In a conjoint survey design, participants are asked to rank two or more possible
choices that have different attributes. The purpose of such a design is to estimate the impact
of each attribute on the participants’ choices (Hainmueller, Hopkins & Yamamoto 2014). In
this experiment, our respondents are shown pairs of randomly generated profiles for potential
alliance partners and then asked to choose which alliance they would like to see the United
States enter. The conjoint design allows us to observe the influence that different alliance
characteristics have on the propensity for an individual to support an alliance. Figure 1
1

This was suggested by a respondent to the researchers in open ended response questions during a pilot
study of the experiment.

2

This is a convenience sample and is not nationally representative, but see the discussion above.
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provides an example of the question presented to respondents.
Each participant in our survey was shown 12 two-way comparisons of potential alliance
partners for the United States and was told to select the better alliance partner.3 The
attributes that we provide to each respondent are: government type, power, region, alliance
type, past alliance behavior, and the human rights record of the potential partner. The levels
are summarized in Table 2. Respondents were then asked to select their preferred alliance.
For each potential alliance partner the respondent saw, we constructed a variable Selected
and coded it 1 if the individual chose the alliance or 0 if they did not.
In addition to selecting a profile, we also ask the respondents to rank the two profiles
on a scale of 1 to 7. For the first six profiles, as an attention check, we asked respondents
what countries they thought fit the profiles. After all 12 comparisons had been conducted,
we ask a series of standard demographic questions.
In this analysis, we estimate the average marginal component-specific effect (AMCE)
of a change in the value of one of six of our possible dimensions on the probability than an
alliance partner is selected by a respondent. We regress the variable Selected on dummy
variables for each value of each attribute.4
3

The number of tasks we had participants conduct in this experiment are within the boundaries Bansak et
al.’s (2017) range of potential conjoint tasks before exhausting participants.

4

As noted in Hainmueller et al. (2014), given that the values of our attributes are randomly assigned, the
AMCE can be estimated with linear regression.
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Figure 1: Example conjoint profile
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Attribute

Table 2: Conjoint Study Treatments
Possible Levels

Government Type

Democracy, Anocracy, Autocracy

Power

Military & economy are in the top 15 most powerful,
Military & economy are in the top 25 most powerful,
Military & economy are in the top 50 most powerful

Region

Asia, Sub-Saharan Africa, Middle East/North Africa,
South America, Europe

Alliance Type

Offensive Alliance, Defensive Alliance, Neutrality Pact

Past Alliance Behavior (Reputation)

Consistently fulfills alliance commitments,
Inconsistently fulfills alliance commitments,
Rarely fulfills alliance commitments

Human Rights Record

Excellent human rights record,
Mediocre human rights record,
Routinely violates human rights

Preferences over Alliance Characteristics
We initiate the analysis of the conjoint experiment by estimating the average marginal
component effects (AMCE). Figure 2 reports the estimated AMCE of a value for each characteristic of an alliance partner based on the probability of supporting the potential alliance
partner. The bars indicate 95% bootstrapped confidence intervals. The interpretation of
each estimate is in relation to the reference category. For our reference profile, we use a
potential ally that possesses a good reputation for reliability, that is a democratic state. The
state is in the top 15 most powerful and is located in the Middle East/North Africa. The
state has a good human rights record. Importantly, here we use the conjoint experiment as
a means of indicating that observers are concerned with the quality of the reputation of an
alliance partner when selecting potential partners. Our expectation that reputation matters
for individual preferences’ over alliance partners.
Several trends emerge from the conjoint analysis. First, the potential ally’s reputation
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Figure 2: AMCE estimates of alliance preferences. This plot shows estimates of the effect
of randomly assigned attributes for different dispositional characteristics of alliance partners
on the probability of supporting the alliance partner (n = 7176 alliance profiles). Estimates
shown with bootstrapped 95 percent confidence intervals. Standard errors are clustered on
respondent id. The baseline condition is indicated by points at the zero line without confidence intervals. The estimates should be understood in relation to the baseline condition,
for example a state with a middling reputation for reliability is -.128 percent less likely to
be selected in comparison to a state with a good reputation.
Good Reputation
Middling Reputation
Bad Reputation
Democracy
Anocracy
Autocracy
Top 15 most powerful
Top 25 most powerful
Top 50 most powerful
Middle East North Africa
SubSaharan Africa
Asia
South America
Europe
Defensive Alliance
Offensive Alliance
Neutrality Pact
Good Human Rights Record
Mediocre Human Rights Record
Bad Human Rights Record

-0.6

-0.4

-0.2

0.0

Average marginal component effect (AMCE)
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0.2

for reliability does matter for whether or not a state will be selected as an ally. In comparison
to a state with a good reputation for reliability, a state with a middling reputation for
reliability is -.128 percent less likely to be selected by our respondents. A state with a bad
reputation for reliability is -.197 percent less likely to be selected relative to a state with a
good reputation for reliability. Indeed, the impact of reputation is substantively large.
With regards to the type of government of the potential ally, relative to a democratic
state, a anocratic state is -.085 percent less likely to be selected. An autocracy is -.065
percent less likely to be selected. This suggests that there is a preference for democratic
states as allies in our sample. This is in line with expectations from the intervention literature
which suggests that the American public is more likely to support intervention on behalf of
another democracy. The difference between anocracy and autocracy are not distinct from
one another.
Further, the power of the potential alliance partner impacted the propensity for a profile
being selected. A profile that included a an alliance partner in the top 25 most powerful
was .046 percent less likely to be selected while an alliance partner in the top 50 most
powerful was .099 percent less likely to be selected than a state in the top 15 most powerful.
Respondents in our experiment follow expectations from military intervention literature and
have a preference for stronger allies.
The region of the potential ally also figured into the respondents’ preferences. Compared
to the baseline condition of a state in the Middle East/ North Africa, Sub-Saharan Africa
was -.007 percent less likely to be selected. The difference between the two regions is not
statistically significantly different from one another. On the other hand, a state in Asia was
.066 percent more likely to be selected than a state in the Middle East/North Africa. A
state in South America is .051 percent more likely to be selected than the baseline condition.
Finally, a European state was .072 percent more likely to be selected than the baseline
condition.
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With regards to the type of alliance the respondents would support the United States
entering into, there is no statistically significant difference between offensive alliances and
defensive alliances. However, there is lower support for Neutrality Pacts with profiles that
include Neutrality Pacts being .03 percent less likely to be selected in comparison to a
defensive alliance. Substantively speaking the impact of alliance type was small for our
respondents.
Respondents also showed a strong preference for a good human rights record. Profiles
with a mediocre human rights record was -.145 percent more less likely to be selected relative
to the baseline profile of a state with a good human rights record. A profile that indicated
the potential alliance partner routinely violates human rights is approximately -.311 percent
less likely to be selected as an alliance partner than a state with a good human rights record.
These results are substantively large suggesting that individuals within our sample have a
preference for forming alliances with states that respect human rights. This finding is in
line with expectations that US citizens are more likely to support conflict against a state
that does not respect human rights (Tomz & Weeks 2020). In complement to this finding,
individuals are less likely to support military cooperation with states that violate human
rights.
In addition to the AMCEs presented above, we investigate whether potential differences
between our subjects resulted in different responses. We find little evidence that either
education or political interest result in heterogeneous treatment effects. We do find that the
effect of human rights abuse on the selection of an alliance partner is stronger for individuals
that self-identify as democrats rather than as republicans. The results of these robustness
checks are available in section C of the online appendix. We consider the possibility that
alliance attributes have a nonadditive relationship and the potential presence of second or
third order interactions. Given that these potential interactions are not captured in the
AMCE, we also use a machine learning method proposed by Imai and Ratkovic (2013) and
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Figure 3: Graph showing the range of one-way AMIE of the conjoint experiment. The oneway AMIE are in line with the AMCE results shown in the text with the largest effect size
being the human rights record of the potential ally and the second most important being
the reputation for reliability of the ally.

Egami and Imai (2019). This method incorporates a support vector machine classifier with
LASSO constraints to estimate a model that accounts for interactions. Unlike the AMCE,
the average marginal interaction effect is not sensitive to the selection of a baseline profile.
Figure 3 presents the one-way comparison, which largely confirms what appears in Figure 2
above. The most substantively important effects are the potential ally’s human rights record
and the ally’s reputation for reliability. Once again affirming that individuals do weigh the
importance of reputations with regards to the reputation of potential alliance partners.
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Design 2: Scenario-based evaluation of Alliance Partners
Now that we have presented initial evidence that our respondents care about reputation
when considering a host of different alliance characteristics, we turn to the ways in which
reputations change when participants are exposed to incongruent information. To analyze
the way in which reputations change, we designed a scenario-based survey experiment that
manipulates the degree of incongruence of new information. Our survey was conducted on
Mechanical Turk in October 2018. The sample size was 604 U.S. adults5 .
Figure 4: Summary of Survey Flow

The structure of the scenario-based survey is summarized by Figure 4. After consenting to
participate in the survey, the respondent was provided with the following instructions:

Please remember to read the following prompts closely. After each section
of this study you will be asked to check your memory and comprehension. An
additional reward of $.70 will be provided for correctly answering these questions.
The following text will describe a situation between Country A and Country B.
Please read the scenario carefully and then tell us what your expectations are for
both countries’ future behaviors.

Respondents were then given a hypothetical scenario between two countries. Country
A and Country B are entering into a defensive alliance with one another. Country A faces a
5

Four attention checks were administered in the experiment. Subsetting responses to just individuals that
passed all four attention checks does not alter the results presented below. The results of these tests with
just individuals that passed the attention checks are available in the appendix
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current military threat and expects to face this military threat in the future. The respondent
is also provided with information regarding the requirements of the alliance. Specifically, the
alliance states that, “if a member of this alliance is attacked, then all other members of
the alliance are required to come to its defense by any means including political support,
economic support, and the supply of troops.” The respondent is then told about that both
countries have equal military and economic capabilities. Further, both experts agree that
both countries are democracies. These qualities were held constant throughout.
Finally, we varied the previous alliance behavior of Country B. The respondents were
told that historically Country B either consistently/inconsistently/rarely complied with
alliance commitments. We also told respondents that, “when country B’s alliance partners
have experienced security crises in three recent events, Country B has always/sometimes/not
fulfilled its alliance commitments.”
Figure 5: Example of assessment question.

The respondent is asked a series of attention check questions and then is asked to
give an assessment of Country B’s global reputation for reliability on a scale of 0 to 100%.
The respondent is also asked to rate the likelihood that Country B will fulfill its alliance
commitments to Country A on a scale of 0 to 100%. Figure 5 provides an example of the
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assessment question. Further, the respondent is given space to provide their reasoning behind
the rating.
After this assessment is taken, new situational information is revealed to the participant.
Specifically, the vignette stated:

After the alliance between Countries A and B went into effect, the following
situation occurred: Country A was attacked by a third country. Following this
attack, Country A requested Country B’s full assistance as mandated in the alliance agreement. Country B fully/partially/did not complied with the terms
of its alliance agreement with Country A.

We then specify the form that the assistance took. For the full compliance condition, Country
B provides Country A with political support at the United Nations, sent additional resources,
and provided troops to defend Country A’s territory. For the partial compliance condition,
Country B provides Country A with political support at the United Nations, sent additional
resources but did not provide troops. Finally for the non-compliance condition, Country B
did not provide Country A with political support at the United Nations, additional resources
or troops.
The respondent is then asked about their updated beliefs regarding the likelihood of
Country B fulfilling their alliance commitments overall and specifically the propensity for
Country B to fulfill its alliance commitments to Country A. Following the final assessment,
the respondent is asked to provide demographic information.

Results
Returning to our expectations laid out in the hypotheses, here we examine the changes
that occur to good and middling reputations when observers are exposed to varying degrees
of incongruent situational information. We focus here on the change in the respondents’
estimation of the probability of Country B fulfilling its alliance commitments after new in24

Table 3: Initial Assessments by Respondents
Prior Reputation Signal

Mean

Standard Deviation

Good

0.93

0.09

Middling

0.55

0.17

formation has been revealed. We measure this change as the difference in the respondents’
initial assessment of a country’s propensity to fulfill its alliance commitments from the updated assessment after the revelation of new information. For ease of interpretation, the
difference in reputation is then scaled from -1 to 1. When this difference is positive, we
surmise that Country B‘s reputation for being a reliable ally has improved. We interpret a
negative difference as evidence of a decrease in Country B’s reputation.
Further, we measure both the dyadic reputation as well as the global reputation of
Country B. In the experiment, we wanted a measurement that disaggregated what the observer’s updated beliefs would be regarding the propensity for the state to fulfill its alliance
commitments to Country A (dyadic reputation) and what the observer’s beliefs were regarding the propensity for the the state to fulfill its alliance commitments more broadly (global
reputation). This approach separates individual’s updated beliefs about situational behavior
as opposed to dispositional behavior. One may update their beliefs regarding the propensity for Country B to uphold its commitments to Country A without necessarily updating
Country B’s overall reputation for being a good ally.
The initial assessments by the survey participants are described in Table 3, with the
mean and standard deviation of respondents when exposed to the initial information condition of either good or middling reputation. Clearly, the survey participants responded to
the initial information about good or middling reputations, and the signal about Country
B’s alliance reputation was interpreted by the respondents as anticipated.
Figures 6 and 7 summarize how respondents’ evaluations of Country B’s reputation
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Figure 6: Good Reputation Prior

Figure 7: Middling Reputation Prior

change in the face of congruent or incongruent information. The respondents’ updates are
again in line with expectations. Congruent information (e.g., a “good” ally fully complies
with its obligations, or a “middling” ally partially complies) results in little or no change to
the average assessment of Country B and a small standard deviation. Incongruent information, on the other hand, triggers substantive changes in the expected directions with a larger
standard deviation. For middling reputations, there are large standard deviations around the
point estimates for individuals exposed to the non-compliance and partial compliance conditions. These higher standard deviations are indicative of incongruent information triggering
uncertainty in participants regarding the future behavior of the state.
Given that our respondents received the reputation treatment, we turn to our first hypothesis to be tested: whether good reputations provides states with reservoirs that prevent
a loss of reputation during minor crises of reliability. Given that our hypotheses require a
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comparison between the prior and updated expectation, we present our results by prior. We
create a dummy variable for whether the respondent to the survey was exposed to the Good
Reputation prior. We then create two dummy variables for whether or not the respondent
received the Partial Compliance treatment or the No Compliance treatment. Finally, we
included the interaction between receiving the Good Reputation prior and being exposed
to the No Compliance treatment as well as Good Reputation prior and the No Compliance
treatment. Since the dependent variable, change in reputation, is continuous we regress these
dummy treatment variables on the change in reputation.
The regression results of this test are presented in Table 4. The results suggest respondents view global reputation and dyadic reputation similarly, and we find support for the
first hypothesis regarding good reputation reservoirs. The Good Reputation prior is statistically significant and negative, suggesting that in comparison to Middling Reputation prior
a positive change in reputation is less likely. No Compliance is also statistically significant
and negative suggesting that exposure to such a treatment leads to an increased probability
of a negative change in reputation. Partial Compliance is also negative and statistically significant. These results are in line with our expectations. Further, we include the interaction
between Good Reputation and No Compliance which is statistically significant and negative
suggesting a decline in Reputation when both conditions are met. The interaction between
the Good Reputation prior and Partial Compliance is negative but is not statistically significant, however, indicating that there is not a statistically significant difference between
being exposed to the Good Reputation prior and Partial Compliance treatment and being
exposed to Good Reputation prior and the Full Compliance treatment. This is indicative
of Good Reputations enabling states to “weather the storm” of a minor crisis. When states
with Good Reputations for alliance compliance instead demonstrate only partial compliance,
our respondents did not change their perceptions.
The second hypothesis that we test is the way in which a good reputation may result
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Table 4: Ordinary Least Squares Regression results for Change in Reputation
∆ Global Reputation

∆ Dyadic Reputation

−0.141∗∗∗

−0.141∗∗∗

(0.027)

(0.027)

−0.284∗∗∗

−0.284∗∗∗

(0.028)

(0.028)

−0.409∗∗∗

−0.409∗∗∗

(0.028)

(0.028)

−0.014

−0.014

(0.040)

(0.040)

−0.112∗∗∗

−0.112∗∗∗

(0.039)

(0.039)

0.004

0.004

(0.016)

(0.016)

−0.035

−0.035

(0.020)

(0.020)

0.011

0.011

(0.010)

(0.010)

0.020

0.020

(0.029)

(0.029)

−0.001

−0.001

(0.007)

(0.007)

−0.006

−0.006

(0.006)

(0.006)

0.168∗∗∗

0.168∗∗∗

(0.043)

(0.043)

604

604

0.561

0.561

Good Reputation Prior

Partial Compliance

No Compliance

Good Reputation*Partial Compliance

Good Reputation*No Compliance

Female

White

Education

Age

Income

Party Identification

Constant

Observations
R

2

∗∗

Note:
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p<0.05;

∗∗∗

p<0.01

in greater reputation loss. Is a good reputation for reliability a liability during episodes
of non-compliance? Once again, the quantity of interest is the change in reputation after
exposure to the No Compliance treatment condition for both individuals assigned to the good
reputation prior and to the middling reputation prior. We use linear regression. The results
of the linear regressions are shown in Table 5. Here we focus only on global reputations,
given the lack of distinction between global and dyadic reputations in the previous analysis.
Since these two groups have different control baselines the coefficient estimates are not
directly comparable to one another. Rather, we should consider the way in which those
that were assigned to the good reputation prior and the middling reputation prior have
updated their beliefs downward and what the subsequent expectation regarding the state’s
future behavior is. Let us consider the mean of the assessment of individuals assigned to
the good reputation population is .927 and the coefficient of the dummy indicator for the
No Compliance is -.519 while the constant is .024 which results in an update of .432. On
the other hand, the mean for the individuals assigned to the middling reputation population
is .543 and the coefficient of the dummy indicator for the No Compliance is -.125 and the
constant is -.114 which results in an update of .304. A good reputation falls nearly 50%
farther than the middling reputation.
In absolute terms, there is a greater decrease in the estimation of the future behavior
of Country B when the individual is exposed to the non-compliance condition. There is
evidence to indicate that there is a greater decline in reputation when observers are exposed
to highly incongruent information. Thus, while in the initial analysis we learned that states
with good reputations could sustain their reputations despite small missteps, here we find
that if they fully demonstrate a lack of compliance the resulting decline in reputation is quite
large.
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Table 5: OLS Regression results testing the relative change in reputation

No Compliance
Partial Compliance

∆ Global Reputation

∆ Global Reputation

(Good Reputation Prior)

(Middling Reputation Prior)

−0.519∗∗∗

−0.125∗∗∗

(0.030)

(0.028)

∗∗∗

−0.295

(0.030)
0.283∗∗∗

Full Compliance

(0.027)
Age
Female
White
Income
Party Identification
Education
Constant

Observations
R2

−0.020

−0.032

(0.056)

(0.074)

−0.014

0.028

(0.025)

(0.022)

−0.045

−0.014

(0.028)

(0.028)

−0.006

0.004

(0.011)

(0.010)

−0.0003

−0.013

(0.009)

(0.008)

0.017

0.005

(0.014)

(0.014)

0.024

−0.114∗

(0.060)

(0.059)

303

301

0.523

0.477
∗

Note:
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p<0.1;

∗∗

p<0.05;

∗∗∗

p<0.01

Conclusion
We sought to understand the process by which reputations change. To do so, we developed a dual-stage experimental procedure to: 1) assess whether or not individuals account
for reputations in the context of alliance partners; and 2) analyze the ways in which individuals update their beliefs regarding the reputation of the state when exposed to incongruent
information. In doing so, we find that when assessing alliance partners individuals do use
reputation in their assessments. Further, states with good reputations can weather mild
storms, but not big ones.
What are some implications of these findings? With these results in place, scholars
can now more accurately predict and the quality of reputation change and theorize about
its effects. For instance, Schelling’s argument that reputations for resolve are easily lost
and fragile would display an update process different from the one identified here. Our
findings also add nuance to Mercer’s (2010) prediction that allies can only lose reputations
for reliability. From our experiment and in line with research in the reliability of firms, the
prior reputation of the state and the size of the shock matter for whether and to what extent
a reputation is lost. Knowing that sometimes a reputation can be resilient to shocks can
help us refine our expectations for foreign policy outcomes.
The consequences of losing a reputation for reliability may materialize in greater difficulty in obtaining future allies as Crescenzi et al. (2012) predict or perhaps in more costly
and institutionalized alliance contracts as predicted by Mattes (2012). Returning to the
case of the United States abandoning their Kurdish allies to the Turkish army, we anticipate
that the consequences for the changes we observed in public perception will be a markedly
increased difficulty in forming new alliances in the Middle East, as well as in maintaining
existing relationships. Allies in Iraq, for example, are likely to seek reassurances that America’s commitment is resolute before continuing to oppose Iranian influence in the nascent
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state. The question of whether allies will abandon the United States in favor of Russia or
China, for example, requires additional context. What we can surmise is that the negative
shock associated with abandoning the Kurdish allies in Northern Syria generated an absolute
decline in America’s reputation for being a good ally. Whether that decline triggers a shift
in alliance partnerships is a function of the relative capabilities and credibility of the other
options.
While this research helps us understand how reputations change in the face of new
information, there are several avenues for future work within the context of the study of
reputations for reliability as well as applying our experimental procedure to alternative issue
areas. First, future work may investigate the durability of these shocks in reputation. In
this study, we focus exclusively on the immediate aftermath of receiving an incongruent
signal. However, part of cementing a reputation involves the immediate response of the
offending state to such a crisis. Relating this dynamic back to the historical example of
France withdrawing itself from the central command structure of NATO, France’s behavior
in ensuing crises suggests that France felt increased pressure relative to other NATO member
states to demonstrate its commitment to the alliance given its position of not being fully
integrated and its lack of outside options (Shea 2013). The durability of these shocks and
how states can best respond would be a useful extension to this research.
Alternatively, the experimental procedure presented here could also be adapted to evaluate the effects of weaker signals from the actor of interest. Here we will equate weaker
signals with noise in perceiving reputation information. Accordingly, a state with a good
reputation for reliability may display a reservoir of credibility in instances where signals of
being an unreliable ally are weaker than the ones used in the experiment above because
issuing statements that reveal wavering reliability are a potentially noisier signal. Variation
in the strength of signals and the ways in which they impact the change of reputation could
be an extension of substantive importance.
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Lastly, we close with thoughts about how this research can inform future studies of the
effects of reputation on alliance behavior. In this study we have learned about the dynamics
of reputation in the event of new information, but as mentioned above, the question of how
these dynamics affect policy is complex. Nevertheless, our research provides a starting point
for the conversation. In other words, we cannot begin to study the impact of a drop in a
state’s reputation unless that drop occurs. Our findings confirm our prediction that good
reputations do not always collapse in the face of incongruent information, and knowing when
they are more or less likely to do so provides a better platform for understanding what comes
next.
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All appendices are online only.

A

Summary of Population Characteristics Conjoint

A.1

Heterogeneous Treatment Effects

The following figures investigate whether individual level characteristics may matter for
the qualities that respondents take as cues for preferred alliance partners. Do individuals
with more education place different weights on alliance characteristics than those with less
education? Do Democrats and Republicans in our sample vary in their preferences over
alliance partners?
As discussed in the main text, for the most part Figures 8 and 10 indicate fairly uniform
treatment effects across different sub-populations within out data. We do not find significant
differences between individuals that report high or low educational attainment. We also
do not find significant differences between individuals that report high levels of political
interest as opposed to low levels of political interest. Figure 9 also shows that Republicans
and Democrats follow similar trends with regards to their preferences over alliance partners.
The intensity of those preferences does seem to vary with regards to an ally’s propensity
to respect human rights. Additional research should be done to explore this finding more
thoroughly.
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Good Reputation
Middling Reputation
Bad Reputation
Democracy
Anocracy
Autocracy
Top 15 most powerful
Top 25 most powerful
Top 50 most powerful
Middle East North Africa
SubSaharan Africa
Asia
South America
Europe
Defensive Alliance
Offensive Alliance
Neutrality Pact
Good Human Rights Record
Mediocre Human Rights Record
Bad Human Rights Record

-0.6

-0.4

-0.2

0.0

Average marginal component effect (AMCE)

Figure 8: AMCE estimates of alliance preferences. Estimates shown with bootstrapped 95
percent confidence intervals. Standard errors are clustered on respondent id. The baseline
condition is indicated by points at the zero line without confidence intervals. Light gray
squares indicate individuals that have attained less than college education while black dots
indicate a four-year degree or greater.
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0.2

Good Reputation
Middling Reputation
Bad Reputation
Democracy
Anocracy
Autocracy
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Middle East North Africa
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Offensive Alliance
Neutrality Pact
Good Human Rights Record
Mediocre Human Rights Record
Bad Human Rights Record

-0.6

-0.4

-0.2

0.0

Average marginal component effect (AMCE)

Figure 9: AMCE estimates of alliance preferences. Estimates shown with bootstrapped 95
percent confidence intervals. Standard errors are clustered on respondent id. The baseline
condition is indicated by points at the zero line without confidence intervals. The gray
squares represent individuals that self-identify as Democrats in our sample. The black dots
represent individuals that identify as Republicans in our sample.
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Figure 10: AMCE estimates of alliance preferences. Estimates shown with bootstrapped 95
percent confidence intervals. Standard errors are clustered on respondent id. The baseline
condition is indicated by points at the zero line without confidence intervals. The gray
squares represent individuals that self-identify as having low political interest. The black
dots represent individuals that have self-reported high political interest.
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A.2

Average Marginal Treatment Interaction Effects

In the main text of this paper we report the AMCE (Hainmueller, Hopkins & Yamamoto
2014) as well as the one way AMIE estimates from (Egami & Imai 2019). Figure 11 shows
the AMIE (“Average Marginal Interaction Effect”) of two-way and three-way interactions.
In Panel a of the possible fifteen two-way interactions fourteen of those interactions are
non-zero. Substantively the effect size of the non-zero two-way interactions are quite small
with the largest being .045. The largest effect is the interaction between Human Rights and
Government. Of the twenty possible three-way interactions, only ten are non-zero. Those
interactions that scored 0 are omitted for brevity. All of the three-way interactions are
quite small with the largest effect being .03. Given the relatively small size of the two and
three way effects, it seems evident that two and three-way interactions are not particularly
important for the way that respondents judge the profiles of potential alliance partners.

44

Figure 11: Panel (a) shows the results of the two-way AMIE effects of the conjoint experiment. Panel (a) shows very little
evidence of significant two-way effects. Panel (b) shows the three-way AMTIE effects of the conjoint experiment and provides
very little evidence of significant three-way interactions.
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B

Survey Population Scenario-Based Survey Experiment

B.1

Additional Tables

Table 6 provides the results for changes to dyadic reputation for Table 5 in the main
text. As noted in the main text, there is not a significant difference between individual’s
assessments of updated global reputation and updated dyadic reputation. The results remain
consistent.
Table 7 replicates the results of Table 4 in the primary text with only those individuals
that were able to answer at least 3 of 4 attention checks correctly. As is evident, the results
remain consistent. Table 8 replicates both Table 5 and Table 6 using only individuals that
were able to answer at least 3 of 4 attention checks correctly. In Table 8, column 1 shows the
change in global reputation for individuals exposed to the good reputation prior. Column
2 shows the change in global reputation for individuals exposed to the middling reputation
prior. Column 3 shows the change in dyadic reputation for individuals exposed to the good
reputation prior. Column 4 shows the change in dyadic reputation for individuals exposed to
the middling reputation prior. The results remain consistent even subsetting to individuals
that passed 3 of 4 attention checks .
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Table 6: OLS Regression Results for Second Test showing the decline in reputation within
the dyad.

No Compliance
Partial Compliance

∆DyadicReputation
(Good Reputation Prior)

∆DyadicReputation
(Middling Reputation Prior)

−0.519∗∗∗

−0.125∗∗∗

(0.030)

(0.028)

∗∗∗

−0.295

(0.030)
0.283∗∗∗

Full Compliance

(0.027)
Age
Female
White
Income
Party Identification
Education
Constant

Observations
R2

−0.020

−0.032

(0.056)

(0.074)

−0.014

0.028

(0.025)

(0.022)

−0.045

−0.014

(0.028)

(0.028)

−0.006

0.004

(0.011)

(0.010)

−0.0003

−0.013

(0.009)

(0.008)

0.017

0.005

(0.014)

(0.014)

0.024

−0.114∗

(0.060)

(0.059)

303

301

0.523

0.477
∗

Note:
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p<0.1;

∗∗

p<0.05;

∗∗∗

p<0.01

Table 7: OLS Regression Results for Table 4 subset to only those individuals that passed at
least 3 of 4 attention checks.

Good Rep Pop
Treatment Bad
Treatment Middling
Female Dummy
White Dummy
Edu
agem
Income
Party ID
Treatment Bad
Treatment Middling
Constant

Observations
R2

∆GlobalReputation

∆DyadicReputation

−0.145∗∗∗

−0.145∗∗∗

(0.027)

(0.027)

∗∗∗

−0.413∗∗∗

−0.413

(0.028)

(0.028)

−0.280∗∗∗

−0.280∗∗∗

(0.028)

(0.028)

0.004

0.004

(0.016)

(0.016)

∗

−0.034

−0.034∗

(0.020)

(0.020)

0.013

0.013

(0.010)

(0.010)

0.019

0.019

(0.028)

(0.028)

−0.001

−0.001

(0.007)

(0.007)

−0.007

−0.007

(0.006)

(0.006)

∗∗∗

−0.110∗∗∗

−0.110

(0.039)

(0.039)

−0.018

−0.018

(0.040)

(0.040)

0.171∗∗∗

0.171∗∗∗

(0.043)

(0.043)

587

587

0.578

0.578
∗

Note:
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p<0.1;

∗∗

p<0.05;

∗∗∗

p<0.01

Table 8: OLS Regression Results for Table 5 and 6 subset to only those individuals that
passed at least 3 of 4 attention checks.

No Compliance
Partial Compliance

∆GlobalRep

∆GlobalRep

∆DyadicRep

∆DyadicRep

(1)

(2)

(3)

(4)

−0.521∗∗∗

−0.130∗∗∗

−0.521∗∗∗

−0.130∗∗∗

(0.030)

(0.028)

(0.030)

(0.028)

∗∗∗

∗∗∗

−0.294

−0.294

(0.030)
Full Compliance
Age
Female
White
Income
Party Identification
Education
Constant

Observations
R2

(0.030)
0.285∗∗∗

0.285∗∗∗

(0.027)

(0.027)

−0.021

−0.032

−0.021

−0.032

(0.056)

(0.072)

(0.056)

(0.072)

−0.016

0.023

−0.016

0.023

(0.025)

(0.022)

(0.025)

(0.022)

−0.041

−0.028

−0.041

−0.028

(0.028)

(0.028)

(0.028)

(0.028)

−0.007

−0.0004

−0.007

−0.0004

(0.011)

(0.010)

(0.011)

(0.010)

−0.0002

−0.013

−0.0002

−0.013

(0.009)

(0.008)

(0.009)

(0.008)

0.017

0.004

0.017

0.004

(0.014)

(0.014)

(0.014)

(0.014)

0.023

−0.088

0.023

−0.088

(0.060)

(0.059)

(0.060)

(0.059)

301

292

301

292

0.525

0.497

0.525

0.497

∗

Note:
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p<0.1;

∗∗

p<0.05;

∗∗∗

p<0.01

